

CHAPTER 7: PROBABILITY IN THE EVERETT PICTURE


The Problem

Let me start off by reminding you of what I take to be the simplest and most beautiful and most seductive way of understanding what it was that Everett first decisively put his finger on fifty years ago.
There is supposed to be a problem with the linear, deterministic, unitary, quantum-mechanical equations of motion.  And that problem - in it’s clearest and most vivid and most radical form - runs as follows: The equations of motion (if they apply to everything) entail that in the event that somebody measures (say) the x-spin of an electron whose y-spin is initially up, then the state of the world, when the experiment is over, is with certainty going to be a superposition, with equal coefficients, of one state in which the x-spin of the electron is up and the measuring-device indicates that that spin is up and the human experimenter believes that that spin is up, and another state in which the x-spin of the electron is down and the measuring-device indicates that that spin is down and the human experimenter believes that that spin is down.  And superpositions like that - on the standard way of thinking about what it is to be in a superposition - are situations in which there is no matter of fact about what the value of the x-spin of the electron is, or about what the measuring-device indicates about that value, or about what the human experimenter believes about that value.  And the problem with that is that we know - with certainty - by means of direct introspection, that there is a matter of fact about what we believe about the value of the x-spin of an electron like that, once we’re all done measuring it.  And so the superposition just described can’t possibly be the way experiments like that end up.  And so the quantum-mechanical equations of motion must be false, or incomplete.  Or that (at any rate) is the conventional wisdom.
And it was Everett who first pointed us in the direction a scientifically realist strategy for resisting that conventional wisdom.  It was Everett who first remarked that the problem rehearsed above is in fact ill-posed.  It was Everett who first argued (more particularly) that precisely the same linearity of the quantum-mechanical equations of motion which gives rise to the troubling superpositions of brain-states described above also radically undermines the reliability of the sorts of introspective reports with which those superpositions are supposed to be incompatible!  And the suggestion here, the intriguing possibility here, was that perhaps there is nothing wrong with the equations of motion, and nothing incomplete about them, after all.

And there have been a host of questions, ever since, about how to go on from there. 

And I want to focus on one particularly difficult such question here: the question of how to make sense - in the context of the sort of picture of the world that Everett seems to be suggesting - of all of the apparently indispensable quantum-mechanical talk of probabilities (and the talk I have in mind here includes our use of probabilities as a guide to life, and as a component of explanation, and as a tool of confirmation, and so on).

There is a simple and straightforward and perfectly obvious worry here - a worry that will be worth putting on the table - at the outset - in two slightly different forms: 
	1) Everettian pictures of the world are apparently going to have no room in them for ignorance about the future.  The worry is that the Everettian picture of the world - whatever, precisely, that picture is going to turn out to be - is going to be completely deterministic, and (moreover) it is going to impose none of the sorts ignorance of the initial conditions that allow us to make sense of probabilistic talk in deterministic theories like classical statistical mechanics and Bohmian mechanics.
	2) Everattian pictures of the world are apparently not going to be susceptible of confirmation or disconfirmation by means of experiment - or not (at any rate) by means of anything even remotely like the sorts of experiments that we normally take to be confirmatory of Quantum Mechanics.  Why (for example) should it come as a surprise, on a picture like this, to see what we would ordinarily consider a low-probability string of experimental results?  Why should such a result cast any doubt on the truth of this theory (as it does, in fact, cast doubt) on qm?


First Passes

Everybody’s first unreflective reaction to these worries is to think of the probability in question here as the probability that the real me or the original me or the sentient me ends up, at the conclusion of a measurement, on this or that particular branch of the wave-function.  And the serious discussion of these questions gets underway precisely with the realization that - in so far as the Everett picture is committed to the proposition that quantum-mechanical wave-functions amount to metaphysically complete descriptions of the world - such thoughts make no sense. The Many-minds interpretation of quantum mechanics that Barry Loewer and I discussed twenty or so years ago was a (bad, silly, tasteless, hopeless, explicitly dualist) attempt at coming to terms with that realization. 

Here’s an idea: Suppose that we measure the x-spin of each of an infinite ensemble of electrons, where each of the electrons in the ensemble is initially prepared in the state α[x-up> + β[x-down>.  Then it can easily be shown that in the limit as the number of measurements already performed goes to infinity, the state of the world approaches an eigenstate of the frequency of (say) up-results, with eigenvalue [α]2.  And note that the limit we are dealing with here is a perfectly concrete and flat-footed limit of a sequence of vectors in Hilbert space, not a limit of probabilities of the sort that we are used to dealing with in applications of the probabilistic law of large numbers.  And the thought has occurred to a number of investigators over the years (Sidney Coleman, and myself, and others too) that perhaps all it means to say that the probability that the outcome a measurement of the x-spin of an electron in the state α[x-up> + β[x-down> up is [α]2 is that if an infinite ensemble of such experiments were to be performed, the state of the world would with certainty approach an eigenstate of the frequency of (say) up-results, with eigenvalue [α]2.  And what is particularly beautiful and seductive about that thought is the intimation that perhaps the Everett picture will turn out - at the end of the day - to be the only picture of the world on which probabilities fully and flat-footedly and not-circularly make sense.  But the business of parlaying this thought into a fully worked-out account of probability in the Everett picture quickly runs into very familiar and very discouraging sorts of trouble.  One doesn’t know what to say (for example) about finite runs of experiments, and one doesn’t know what to say about the fact that the world is after all very unlikely ever to be in an eigenstate of my undertaking to carry out any particular measurement of anything.


Decision Theory

There has lately been a very imaginative and very intriguing and very intensely discussed third pass at all this - due (among others) to David Deutsch and David Wallace and Hilary Greaves and Simon Saunders - which exploits the formal apparatus of decision theory.  And that third pass is going my main topic here.


i) The Fission Picture

Let me start off with what seems to me to be the clearest and most straightforward and most radical version of this idea, the version of Greaves and (I think) of Deutsch as well, the version that David Wallace refers to as the ‘fission program’.   The point of departure here is to eschew any talk of probabilities whatsoever - to acknowledge frankly that in a world like this (this being a deterministic world, with none of the relevant ignorance of initial conditions) there are none.  The situation is (rather) this: The Schrodinger-evolution is the complete story of the evolution of the world.  Every branch (in the appropriate basis) supports an actual experience of the observer.  Every quantum-mechanically possible outcome of a measurement occurs with certainty.  What I should rationally expect, on undertaking a measurement, is to see all (sometimes people prefer to say ‘each’) of its possible outcomes, with certainty.  In every sequence of similar measurements, all of the possible frequencies occur, and are experienced by the observer, with certainty.  Period.
And now the following question is raised: imagine that this is actually the way the world is, and suppose that our preferences are given (we want, say, to maximize our financial holdings, and we don’t care about anything else) - how is it rational for us to act, what is it rational for us to decide?
And there is a whole collection of arguments to the effect that the square of the absolute value of the coefficient of this or that particular branch is going to play precisely the same formal role in rational deliberations about how to act in a world like that as the probability of this or that particular state of affairs plays in such deliberations the analogous genuinely chancy world.  There is a whole collection of arguments (that is) to the effect that square-amplitudes in the many-worlds interpretation are going to play precisely the same role in decision-theory as probabilities do in chancy theories.
And the thought is that that’s all we need - the thought is that that exhausts the role the probabilities play in our lives.
How, precisely, should we think of these square-amplitudes, on the fission picture, if the sort of argument described above succeeds?  What they certainly are not (remember) are probailities.  Greaves thinks that what these sorts of arguments establish, if they succeed, is that rational agents must treat the square-amplitude as what she calls a ‘caring measure’ - a measure of the degree to which we care about the situation on this or that particular branch.  Our goal in making decisions, then, is to maximize the average over all the branches of the product of how well we do on a branch and the degree to which we care about that branch.

And I have two distinct sorts of worries about this strategy.  One worry has to do with whether or not these arguments actually succeed in establishing the particular point that they are advertised as establishing - whether or not (that is) these arguments actually succeed in establishing that the square of the absolute value of the coefficient of this or that particular branch is going to play precisely the same formal role in rational deliberations about how to act in a world like that as the probability of this or that particular state of affairs plays in such deliberations the analogous genuinely chancy world.  And the other has to do with whether or not establishing that would amount to anything along the lines of a solution to the puzzle about probabilities in the many-worlds interpretation.

Let me talk about the second of these worries, which is the more abstract and more general of the two, first.

The worry here is that the question at which this entire program is aimed, the question out of which this entire program arises, seems like the wrong question.  The question to which this program is addressed are questions of what we would do if we believed that the fission hypothesis were correct.  But the question at issue here is precisely whether to believe that the fission hypothesis is correct! And what needs to be looked into, in order to answer that question, has nothing whatever to do with how we would act if we believed that the answer to that question were ‘yes’.  What needs to be looked into, in order to answer the question of whether to believe that the fission hypothesis is correct, is the empirical adequacy of that hypothesis. What needs to be looked into, in order to answer the question of whether to believe the fission hypothesis is correct, is whether or not the truth of that hypothesis is explanatory of our empirical experience.  And that experience is of certain particular sorts of experiments having certain particular sorts of outcomes with certain particular sorts of frequencies - and not with others.  And the fission hypothesis (since it is committed to the claim that all such experiments have all possible outcomes with all possible frequencies) is structurally incapable of explaining anything like that.
The decision-theoretic program seems to act as if what primarily and in the first instance stands in need of being explained about the world is why we bet the way we do.  But this is crazy!  Even if the arguments in question here were to succeed, even (that is)if it could be demonstrated that any rational agent who believed the fission hypothesis would bet just as we do, that would merely show that circumstances can be imagined, circumstances which (mind you) are altogether different from those of our actual empirical experience, circumstances in which the business of betting on X has nothing whatsoever to do with the business of guessing at whether or not X is going to occur, in which (as it happens) we would bet just as we do now.  For us (on the other hand) the business of betting on X has everything in the world to do with the business of guessing at whether or not X is going to occur.   And the guesses we make are (in the best cases) a rational reaction to what we see - the guesses we make are (in the best cases) informed by the frequencies of relevantly similar occurrences in the past - and it is those frequencies, and not the betting behaviors to which they ultimately give rise, which make up the raw data of our experience.  It is those frequencies, or (at any rate) the appearance of those frequencies, and not the betting behaviors to which they ultimately give rise, which primarily and in the first instance stand in need of a scientific explanation.   And the thought that one might be able to get away without explaining those frequencies or their appearances, the thought that one might be able to make some sort of an end run around explaining those frequencies or their appearances - which is the central thought of the decision-theoretic strategy - is (when you think about it) mad.

There’s a slight of hand here - a bait and switch.  What we need is an account of our actual empirical experience of frequencies.  And what we are promised (which falls entirely short of what we need) is an account of why it is that we bet as we do.  And what we are given (which falls entirely short of what we were promised) is an argument to the effect that if we held an altogether different set of convictions about the world than the ones we actually hold, we would bet the same way as we actually do.  And (to top it all off - and this brings me to the first and more concrete and more technical of the two worries I mentioned above) the argument itself seems wrong.

Let’s look (then) at the actual details of these arguments.
They all start out by asking us to consider the following set of circumstances:
Let [α>[payoff> represent a state of the world in which I am given a certain sum of money and the state of the rest of the world is [α>, and let [β> [no payoff> represent a state of the world in which I am given no money and the state of the rest of the world is [β>.  And suppose that my only interest is in maximizing my wealth - suppose (in particular) that I am altogether indifferent as to whether [α> or [β> obtains.
Then - on pain of irrationality - the utility I associate with the state
				1//2 [α>[payoff> + 1/2[β> [no payoff>
must be equal to the utility I associate with the state
				1//2 [α>[no payoff> + 1/2[β> [payoff>
because those two states differ only in terms of the roles of [α> and [β>, and I am, by stipulation, indifferent as to whether [α> or [β> obtains.
Or that - at any rate - is what these arguments claim.  And that claim goes under the name of ‘equivalence’ in the literature.  And it turns out that once the hypothesis equivalence is granted, the game is over.  It turns out that supposing equivalence amounts to supposing that whatever it is that plays the functional role of probabilities can depend on nothing other than the quantum-mechanical amplitudes.  And it turns out to be relatively easy to argue from there to the conclusion that these ‘functional probabilities’ can be nothing other than the absolute squares of the amplitudes.
And the worry is that all of the initial plausibility of this hypothesis seems - on reflection - to melt away.  For suppose that I adopt a caring measure which (contra the equivalence hypothesis) depends on the difference between [α> and [β>.  Suppose (for example) that I decide that the degree to which it is reasonable for me to care about what transpires on some particular one of my future branches ought to be proportional to how fat I am on that branch - the thought being that since there is more of me on the branches where I am fatter, those branches deserve to attract more of my concern for the future.  Would there be something incoherent or irrational or unreasonable in that?   Would it somehow make less sense for me to adopt my fatness as a caring measure than it would for me to adopt the absolute square of the quantum-mechanical amplitude as a caring measure?
Let’s think it through.				
Hilary Greaves has pointed out that a caring measure which depends exclusively on how fat I am is probably not going to work, since the coherence of a measure like that is going to depend on there being some perfectly definite matter of fact about exactly how many branches there are - and there are very unlikely to turn out to be any facts like that.  But this is easily remedied by replacing the naive fatness measure, the one that depends exclusively on how fat I am, with a slightly more sophisticated one:  Let the degree to which I care about what transpires on a certain branch (then) be proportional to how fat I am on that branch multiplied by the absolute square of the amplitude associated with that branch. 
It has sometimes been suggested that moving from the standard quantum-mechanical square-amplitude caring measure to the sophisticated form of the fatness caring measure is (as a matter of fact, when you get right down to it, notwithstanding superficial appearances to the contrary) not really a case of changing my caring measure at all - but (rather) a case of changing my preferences, a case of deciding that I want not only to be rich, but to be fat as well.  It has sometimes been suggested (to put it slightly differently) that my adopting such a measure would somehow be inconsistent with the claim - or somehow irrational in light of the claim - that I am as a matter of fact entirely indifferent as to whether I am fat or thin.  But this is a mistake.  I can perfectly well have no preference at all when faced with a choice between two different non-branching deterministic future evolutions, in one of which I get fat and in the other of which I get thin, and at the same time be very eager to arrange things - when I am faced with an upcoming branching-event - so as to insure that things are to my liking on the branch where I am fatter!  What would explain such behavior?  What would make sense of such behavior?  Precisely the conviction I mentioned above - that where branching-events are concerned, but only where branching-events are concerned, there is more of me to be concerned about on those branches where I am fatter!  In the non-branching cases, no such considerations can come into play, since in those cases the entirety of me, fat or thin, is on the single branch to come.
So, although my present concern about the overall well-being of my descendants is in general going to involve my caring a great deal about their relative fatnesses, those same fatnesses are going to be no concern at all of those descendants themselves. And (once again) there is nothing worrisome or paradoxical or mysterious in that.  In cases of branching (after all) there is no reason at all why my interests at t1 vis-a-vis the circumstances of my descendants at t2 should coincide with the interests of any particular one of my descendants at t2 vis-a-vis his circumstances at t2.  In cases of branching, my concerns now are going to embrace the entire weighted collection of my descendants, whereas their concerns are going to embrace only their individual selves - and their descendants.
David Wallace has pointed out that acting in accord with a fatness caring measure might sometimes prove difficult in practice - it might (for example) involve my trying to anticipate, even taking measures to try to control, how much I am going to eat on this or that future branch.  Now, difficulties like that could presumably be reduced, or perhaps even eliminated altogether, by other choices of a caring measure - but the more important point is that the existence or non-existence of such difficulties seems altogether irrelevant to the question of what it is reasonable for me to care about.  It hardly counts as news (after all) that it can sometimes be difficult to bring about the sorts of situations that we judge the most desirable - but it would be absurd to pretend that those situations are any less desirable for that.  Forget (for the moment) about quantum mechanics, and about branching, and about chances - and consider the business of making a decision, consider the business of tracing the consequences of my acting in such-anc-such a way, at such-and-such a moment, all the way out to the end of time, of in the face of a classical-mechanical sort of determinism.  Consider how easy it might be to imagine that my going to movie A rather than movie B tonight might result in the deaths of millions of innocent people over the next several hundreds of thousands of years.  We just don’t know.  We can’t know.  The calculations are utterly and permanently and inescapably beyond us.  Ought we to pretend (then) that we don’t care how many millions live or die as a result of what we do?  Ought we to come to understand that as a matter of fact it doesn’t matter to us how many millions live or die as a result of what we do?  Of course not!  We do the best we can, with what we have, to bring about what we want.  And what we find we cannot do is occasion for sadness, and for resignation, and not at all for concluding that it was somehow irrational to what that in the first place!
The worry (then) is that equivalence turns out to be false.  And more than that: the worry is that it is in fact not one whit less rational - in the face of the conviction that something like the fission picture is true - for me to operate in accord with the sophisticated fatness measure than it is for me to operate in accord with the Born measure.  And if that is true, then there can be no uniquely rational way of operating under such convictions at all, and the whole argument falls apart. 

[Let me pause for just a minute here to mention a very different argument - an argument due to W. Zurek, an argument that makes crucial and imaginative use of the locality of the fission picture - to the effect that any rational agent who believes in the fission picture has got to bet as if the probability of the outcome of a measurement of (say) the z-spin of an electron which is initially a member of any maximally entangled pair of electrons is equal to ½.  
The argument goes like this: Suppose that, when the singlet state obtains, we apply an external field to the electron in question, the electron (that is) whose z-spin is to be measured, which has the effect of flipping the electron’s z-spin.  The application of that field (Zurek argues) must necessarily exchange whatever credences the agent in question assigns to z-spin up and z-spin down.  But note that, at this point, the original maximally entangled state can be recovered by means of a second application of precisely the same external field to the other electron.  And note that it follows from the locality of the fission picture that this application of an external field to this second electron can have no effect at all the agent’s credences concerning the outcomes of upcoming measurements on the first electron.  So the situation is as follows: The first application of the external field must exchange the agent’s credences in z-spin up and z-spin down for electron number 1.  But once that first application is done, there is something we can do to electron number 2, something which the locality of the fission picture guarantees can have no effect whatever on the agent’s credences in z-spin up and z-spin down for electron number 1, which must nonetheless (because it fully restores the original quantum state of the two electrons) fully restore the agent’s original credences in z-spin up and z-spin down for electron number 1.  So the agent’s original credences in z-spin up and z-spin down for electron number 1 must have been such as to be unaffected by exchanging them, which is to say that they must, all along, have been 1/2.
The trouble with this argument - and this was precisely the trouble with the hypothesis of equivalence - is that it takes for granted that an agent’s credences in the outcomes of upcoming measurements on this or that physical system can depend nothing other that the quantum state of that system just prior to the measurements taking place.  And that’s what we have just now learned isn’t right.  The listener should at this point have no trouble at all in confirming for herself (for example) that the fatness measure provides just as straightforward a counterexample to Zurek’s argument as it does to the hypothesis of equivalence.]
 
Let’s back up and come at all this again, from a slightly different angle, through the question of confirmation. It seems to me - by the way - a distinct weakness, a distinct artificiality, of the decision-theoretic discussions of probabilities in everett, that those discussions are always at such pains to separate the consideration of probabilities as a guide to action from the consideration of probabilities as a tool of confirmation.  The goal should surely be a simple, unified account of probability-talk which makes it transparent that how it is that the everett-probabilities play both those roles!		
Advocates of the fission hypothesis have argued that there is a very straightforward generalization of the standard Bayesian technique of confirmation which can be applied to branching and to stochastic theories alike, and (moreover) that such an application shows how the fission hypothesis is confirmed by our empirical experience of the world to precisely the same degree, and by precisely the same evidence, as a stochastic theory governed by the Born rule is.   
And if all this is right, then much of what I have been saying here must somehow be wrong.  Hillary Greaves has pointed out (for example) that if all this is right, then there just cannot be an objection to the fission hypothesis to the effect that that hypothesis cannot ‘explain’ the frequencies of the outcomes of the standard quantum-mechanical experiments - since (after all) it is precisely those frequencies that are confirmatory of the fission hypothesis!
But it turns out that the application of Bayesianism to the fission hypothesis that investigators like Greaves and Myrvold have in mind is much less standard, and much less straightforward, and much less innocent, than advertised.  And this will be worth explaining carefully.  And it will be best to start at the beginning.
Any sensible strategy for updating ones credence in this or that scientific theory in light of ones empirical experience of the world has presumably got be a matter of considering how well or how poorly that experience bears out the proposition that the theory in question is true.   Any sensible strategy for updating ones credence in this or that scientific theory in light of ones empirical experience of the world has presumably got to be a matter of evaluating how well or how poorly the theory does in predicting what is going to happen.  
In the standard Bayesian account of confirmation, for example, we decide how to update our credence in hypothesis H in light of some new item of evidence E, by evaluating what the probability of E would be if H were true - and our credence in H goes up (other things being equal) if E is the sort of occurrence that H counts as likely.  
Put that beside the discussions I mentioned above of Bayesian confirmation (or maybe neo-Bayesian confirmation, or maybe faux-Bayesian confirmation) in the fission picture.  The way Greaves and Myrvold set things up, what needs to be evaluated there is not what the probability of E would be if H were true, but (rather) how we would bet on E if we believed that H were true - and what they recommend is that those of my descendants who witness E ought to raise their credence in H (other things being equal) if E is the sort of occurrence that I would have bet on if I believed that H were true.    But remember (and this is the absolutely crucial point) that deciding whether or not to bet on E, in the fission picture, has nothing whatsoever to do with guessing at whether or not E is going to occur.  It is, for sure.  And so is -E.  And the business of deciding how to bet is just a matter of maximizing the payoffs on those particular branches that - for whatever reason - I happen to care most about.   And if one is careful to keep all that at the center of one’s attention, and if one is careful not to be mislead by the usual rhetoric of ‘making a bet’, then the epistemic strategy that Greaves and Myrvold recommend suddenly looks silly and sneaky and unmotivated and wrong.
There surely is (on the other hand) a perfectly legitimate question of how one ought rightly to proceed, there is a perfectly legitimate question of what epistemic strategy one ought rightly to adopt, once the possibility of branching is taken into account.  And dispensing with the suggestion of Greaves and Myrvold leaves that question altogether unanswered.
Suppose (then) that we update our credences in accord with the standard Bayesian prescription - where the probability of E on H is stipulated to be the probability that E would occur if H were true.  That won’t work either.  Greaves has very rightly pointed out that a policy like that would unreasonably favor a fission picture, that if we adopt a policy like that our credence in the fission picture must rise and rise, no matter what we see, compared to any other theory, since every possible outcome of every possible measurement has probability 1 on that picture.
Let’s try another tack.  Suppose I have a device D which prints out numerals on a tape, and I am considering a number of theories about how this device works.  Consider (to begin with) the following two theories: (1) The device, once each second, prints out one of the numerals 1-10 with probability 1/10 for each particular numeral; (2) The device, once each second, prints out all of the numerals 1-10.  And suppose that the only empirical access I have to what is printed on the tape is by means of a measuring-device M, which operates as follows: When I press the button on M, M prints out one of the numerals on the D-tape.  If there is more than one numeral on the D-tape, M it prints out one of those, and there are no rules whatsoever, neither strict nor probabilistic that bear on the question of which one (the largest, say, or the one on the left, or the one in the middle, or the third one, or whatever) it prints.  So the information I get by pressing this button on M is that the output numeral appears on the D tape, and nothing more.  And theory (2) is going to associate no probability whatever with any particular output of the M-device.  And so there is going to be nothing at all to feed into the Bayesian updating formula.  And so measurements with M can have no effect whatever on our relative credences in theories (1) and (2). Note (by the way) that if we add another theory to the mix, a theory in which D prints out one of the numbers from 1 to 10 but with some other, non-uniform, probability-distribution over them, then our credences in the two chancy theories can perfectly well evolve as a result of measurements with M, but not our credence in the all-the-numerals theory.  
And all of this strikes me as exactly analogous to the epistemic situation of an observer who remembers a certain string of experiments coming out a certain particular way, and is wondering how those memories ought rightly to affect his comparative credences in chancy versus fission understandings of quantum mechanics.

All of the above complaining takes it for granted, of course, that chances and frequencies and rational degrees of belief are all very intimately tied up with one another.  And advocates of the fission picture are constantly reminding us that we have no clear and perspicuous and uncontroversial analysis, as yet, of the links between chances and frequencies and rational degrees of belief.  And they are fond of insisting that in the absence of such an analysis, all of the above complaints against the fission picture are guilty of an implicit and unjustified double standard.  The thought (I take it) is that the absence of such an analysis somehow makes it clear that the chance of E can have no more to do with questions of whether or not E is going to occur than the caring measure of E does, that the absence of such an analysis somehow makes it clear that caring measures can be no less fit to the tasks of explanation and confirmation then chances are.		
But all this strikes me as wildly and almost willfully wrong.
The point of a philosophical analysis of chance is not to establish that chances are related to frequencies, but (among other things) to show precisely how chances are related to frequencies.  And if it should somehow become clear that such an analysis is impossible, if it should somehow become clear that no such relationship exists, then the very idea of chance will have been exposed as nonsense, and the project of statistical explanation will need to be abandoned.  Period.
But things are unlikely ever to get that bad.  It’s true, of course, that there is as yet no uncontroversial analysis of the links between chances and frequencies and rational degrees of belief.  Philosophy (after all) is hard.  But there plenty of smart people at work on the problem, and there are already proposals on the table which are very promising indeed, and it seems profoundly misleading to act as if our best guess at present is that there are no such links at all.
And it goes without saying that nothing like that is true, that nothing like that could ever be true, of the fission picture.  The fission picture starts out (after all) precisely by denying that there is any determinate fact about the frequency with which such-and-such a quantum-mechanical experiment has such-and-such an outcome - and so the possibility of explaining frequencies like that is out of the question from the word ‘go’.


ii) The Uncertainty Picture

Let’s back up to the beginning one last time.
There is a very basic and obvious and straightforward worry about the whether or not anything along the lines of an Everettian picture of quantum mechanics can possibly make sense of the standard quantum-mechanical talk about probabilities - a worry I mentioned at the outset of my remarks here - which runs as follows: Talk about the probability of this or that future event would seem to make no sense unless there is something about the future of which we are uncertain, and there seems to be no room for any such uncertainty in the context of anything along the lines of an Everettian picture.
The strategy of the fission picture, of course, is to bite down hard on just that particular bullet, and to propose a way of trying to get along without probabilities.  But there are more polite approaches on offer as well.  There are a number of attempts in the literature at dressing things up in such a way as to take away the ground of the sort of worry I just described.  There are (more particularly) a number of attempts in the literature at analyzing the semantics of locutions of the form ‘I am uncertain about the outcome of this upcoming experiment’ in such a way as to make it plausible - notwithstanding initial appearances to the contrary - that such locutions can amount to sensible descriptions of the epistemic situations of observers in a branching universe.  And the idea - I take it - is that such an analysis, if it succeeds, will make it possible to think of the argument from equivalence as fixing not merely a caring measure, but a measure of genuine probability. 
Now, there are subtle and interesting questions about whether or not any of these semantic analyses actually succeed - and there are subtle and interesting questions about whether or not any merely semantic analysis can possibly succeed - in making it plausible that locutions like ‘I am uncertain about the outcome of this upcoming experiment’ can amount to sensible descriptions of the epistemic situations of observers in a branching universe.  But in so far as our purposes here are concerned, all such questions can safely be put to one side - because even if one or another of the above-mentioned semantic analyses should succeed, it is apparently going to be fatal for the uncertainty picture, just as it was fatal for the fission picture, that the argument from equivalence fails.
There is an idea of Lev Viadman’s for introducing an altogether familiar and pedestrian sort of uncertainty into the Everett picture - an uncertainty that involves none of the fancy semantical footwork we have just been discussing.  And it has been suggested here and there in the decision-theoretic literature that Lev’s idea might afford yet another way of understanding the argument from equivalence as fixing a measure of probability - but suggestions like that are manifestly going to suffer precisely the same fate, for precisely the same reasons, as the fission picture and the uncertainty picture, and Lev himself seems to have something altogether different in mind.  Lev seems to think of himself as having discovered the sort of uncertainty that can make space in an Everettian universe, that can make room in an Everettian universe, for the introduction of a new, free-standing, fundamental quantum-mechanical law of chances.     
Suppose (says Lev) that I make the following arrangements: I arrange to be put to sleep.  And once I am asleep a measurement of the x-spin of an initially y-spin up electron is carried out.  And if the outcome of that measurement is ‘up’ (or rather: in the branch where the outcome of that measurement is ‘up’) my sleeping body is conveyed to a room in Cleveland.  And if the outcome of that measurement is ‘down’ (or rather: in the branch where the outcome of that measurement is ‘down) my sleeping body is conveyed to an identical room in Los Angeles.  And then I am awakened.  It seems right to say (then) that on being awakened I am simply, genuinely, flat-footedly, familiarly, uncertain of what city I am in.
The trouble with Lev’s uncertainty is that it seems altogether avoidable, and that it comes too late in the game.  The uncertainty we need - the uncertainty that quantum-mechanics imposes on us - is something not to be bypassed, something that comes up whether or not we go out of our way to keep ourselves in the dark about anything, something that comes up no matter what pains we may take to know all we can; something that comes up not after experiments are over but before they get started. 
Now, I think Lev is likely to respond to this last complaint, the complaint (that is) that his uncertainty comes up too late in the game, like this: Suppose that the observer in the scenario described above knows all there is to know about the state of the world, and about the equations of motion, before the experiment gets underway.  Among the things she knows, then, is that every single one of her descendants is with certainty going to be uncertain, on being awakened, about what city they are in.  Moreover, that uncertainty does not arise in virtue of those descendants having forgotten anything - they know everything that the pre-measurement observer knows!  And so if there is something about the world of which these descendants are uncertain, the pre-measurement observer must have been uncertain about that thing too!
And the trouble here - it seems to me - has to do with the locution ‘about the world’.  The fact is that there is nothing whatsoever about the objective metaphysical future of the world of which the pre-measurement observer is uncertain.  Period, end of story.  The questions to which that observer’s descendants do not have answers are questions which can only be raised in indexical language, and only from perspectives which are not yet in the world at all before the measurement has been carried out.  Completely new uncertainties do indeed come into being - on this scenario - once the measurement is done.  But those uncertainties have nothing whatever to do with objective metaphysical features of the world, and they are not the sorts of uncertainties that can only arise by means of forgetting.  Those new uncertainties have to do (rather) with the coming into being of completely new centers of subjectivity, from the standpoints of which completely new and previously unformulable indexical questions can come up.

	


